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Chapter 24
Artificial Retina: A Future
Cellular-Resolution Brain-Machine
Interface

Dante G. Muratore and E. J. Chichilnisky

24.1 Brain-Machine Interfaces of the Future

A brain-machine interface (BMI) is a device capable of providing a direct commu-
nication path between the nervous system and an external device. BMIs can be used
in research to better understand the brain, and are increasingly intended for clinical
applications, including treating hearing and vision loss, paralysis, and other conse-
quences of degeneration and injury [1, 2]. In the future, BMIs will likely be used to
augment human capabilities, including sensory acuity, control of complex devices,
memory, attention and more. However, to realize this futuristic promise requires
major advances in the design of circuits and systems for interfacing to the brain.

A BMI usually consists of a neural interface capable of sensing and/or eliciting
neural activity, and a computing device that controls its operation. The neural inter-
face can operate in anyof severalmodalities—e.g. optical, electrical,magnetic—each
with advantages and disadvantages [3]. In this chapter, we will focus on electrical
neural interfaces; typically, arrays of electrodes for stimulating and recording neural
activity. Thus, the performance of the interface is determined by the channel count
and density, the signal-to-noise ratio (SNR) of recording and stimulation, and the
bandwidth of wireless transmission of data to and from the device. However, the
specifications for a neural interface that attempts to approach or exceed the capa-
bility of the neural circuitry can pose major challenges in terms of size and power
consumption for an implanted device.
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What exactly are the specifications for an effective neural interface? Ideally, one
would like to independently access each neuron in a region of the nervous system.
Obviously, this is often not feasible: systems that communicate with many neurons
usually do not achieve single-cell resolution, while high-resolution systems can only
record from a limited number of neurons. The optimal trade-off of resolution and
scale may depend on the specific application; thus, the design of future BMIs should
be guided by a deep understanding of how information is encoded in the targeted
part of the nervous system.

For example, accumulating evidence in intracortical motor BMIs shows that, for
current devices, spike sorting (distinguishing electrical impulses, or spikes, recorded
from different neurons) does not produce a substantial increase in decoding perfor-
mance [4–8]. Instead, if only threshold detection is performed on the recorded data,
the specifications on the neural interface can be relaxed and the power consumption
per channel can be drastically decreased, allowing more channels to be implanted
[9]. However, as a better understanding of the neural circuitry in the motor cortex
develops and recording devices with greater capabilities become available, systems
that are capable of resolving individual cells could be valuable.

This evolution of design tradeoffs is already evident in the retina, likely because
its function is better understood than other parts of the nervous system. Decades
of research on the retina and visual system indicate that an effective interface that
can replace retinal function lost to disease should reproduce the natural pattern of
activation of the cells that transmit visual signals to the brain [10]. Because diverse
cell types are intermixed in the retinal circuitry, such a device will need to sort spikes
coming from different cells and sort the recorded cells into different cell types. This
in turn will permit the device to stimulate each cell and cell type in a way that
matches natural function. No BMI has ever been developed that can achieve these
goals; however, advances in circuit design as well as in our understanding of the
retina now bring this goal within reach.

In this chapter, we describe how the retina transduces light into a neural code that
then is processed by the brain, and why this architecture implies that a high-fidelity
retinal implant should operate at cellular and cell-type resolution.We then discuss the
limited performance of first-generation retinal prostheses, which were not designed
with this goal in mind. Finally, we describe a project at Stanford University aimed
at developing an artificial retina that takes into consideration cell-type specificity of
retinal signals and aims to reproduce the neural code at its natural resolution. Finally,
we comment briefly on the possible implications for future BMIs.

24.2 Neuroscience of the Retina and Vision

The retina is a multi-layer structure at the rear of the eye containing neural circuitry
that transduces the visual image into electrical signals, processes those signals, then
transmits the results to the brain so that a visual image of the external world can be
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Fig. 24.1 Left: retina cross-section (from [12], © Abrams 2010). Right: schematic of retina lay-
ers and cell classes: (R)od and (C)one photoreceptors; (H)orizontal, (B)ipolar, and (A)macrine
interneurons; (G)anglion cells

formed [11]. A cross-section of the retina highlights three different layers: photore-
ceptors, interneurons, and retinal ganglion cells (RGCs) (Fig. 24.1). The incoming
light passes through the retina, which is mostly transparent, and arrives at the pho-
toreceptors, where it is transduced into electrical signals. The signals coming from
photoreceptors are integrated by interneurons, which in turn synapse onto RGCs,
the output cells of the retina. As with most neurons, RGCs consist of a cell body
(or soma), and a long nerve fiber (or axon) that transmits its all-or-none electrical
impulses (or spikes) to target neurons in the brain. The axons of RGCs form the
optic nerve, which routes visual information to many different parts of the brain for
subsequent processing. Vision is the result of this fascinating distributed biological
system.

The retina has several gross structural features that are important for neural inter-
face design. In an en face view of the primate retina (Fig. 24.2; [13]) bundles of axons
are visible, traveling from RGCs towards the optic nerve. Interestingly, axon bundles
avoid passing through an area in the central retina called the fovea, presumably to

Fig. 24.2 Photograph of a flattened macaque retina, with landmarks and locations relevant for
epiretinal implants shown (from [13], © APS 2017)
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preserve optical clarity in this high-resolution region at the center of the visual field.
In the center of the fovea, interneurons and RGCs are displaced laterally, providing
a direct light path to the photoreceptors. As a result, the RGC layer is several cells
thick, as opposed to the rest of the retina, where RGCs form a single layer. The high-
resolution fovea occupies a small part of the retina, while the remainder of the visual
scene is captured at low resolution by the peripheral retina. In fact, at approximately
15° outside the fovea, the visual acuity of a healthy person is equal to that of a legally
blind patient.

The reason we can look at the Colosseum in Rome or the Golden Gate Bridge in
San Francisco and reconstruct a high-resolution image, in spite of the small size of
the fovea, is that our eyes constantly explore the scene in a series of active fixations
connected by rapid eye movements. The eye focuses the fovea on certain features of
the visual image, and moves quickly between them (Fig. 24.3; [14]). These different
views are then integrated by the brain to produce a coherent representation of the
visual scene.

Certain kinds of vision loss, such as macular degeneration and retinitis pigmen-
tosa, arise from the loss of photoreceptors which normally transduce light. How-
ever, many other neurons, notably the RGCs, remain in large numbers. Therefore, a
potential way to treat this kind of blindness is a device that uses an implanted neural
interface to electrically stimulate RGCs (Fig. 24.4), causing them to fire spikes that
are transmitted to the brain. In addition to a neural interface, such a device requires
a camera to capture the image, and a processing unit to determine the appropriate
patterns of electrical stimulation. First-generation devices with this general design
have been shown to produce visual perception in profoundly blind patients, though
performance has been limited (see Sect. 24.4).

Fig. 24.3 Pattern of eye movements over an image during 3 minutes of free viewing by a human
subject (from [14], © Springer 1967)
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Fig. 24.4 Schematic of retina with degenerated photoreceptors, and epi-retinal prosthesis. The
prosthesis consists of a camera, a processing unit, and a neural interface to electrically stimulate
RGCs

A major obstacle to restoring high-fidelity vision with such devices, and arguably
a key reason for the limited performance of first generation devices, is that there
are many types of RGCs in the retina that deliver distinct visual signals to different
targets in the brain (see [15–18]). For example, simultaneous activation of so-called
ON and OFF type cells at a given location sends conflicting “messages” to the brain,
indicating both a light increase, and a light decrease, at the same retinal location at the
same time. Present-day retinal prosthesesmake no attempt to distinguish distinct cells
or cell types, and therefore produce a non-specific, and thus profoundly scrambled,
retinal signal of exactly this kind (see Sect. 24.4). These considerations suggest that
to re-create the naturalistic neural code, and to produce high-fidelity artificial vision,
requires that the distinct cell types be addressed independently. Because the different
cell types are intermixed in the neural circuitry of the retina, this requires cellular
resolution interfaces, with high channel count to recreate complex patterns in the
neural network. Neural interfaces that operate this way—at the natural resolution of
the neural circuitry—do not currently exist.

Note that, in principle, highly plastic neural circuits in the brain could adjust over
time to accommodate scrambled retinal signals. Although a thorough treatment of
visual plasticity and learning is out of the scope of this chapter, two major consid-
erations argue against a major role for plasticity in artificial vision. First, plasticity
is costly and complex to implement and regulate in any circuit, be it neural or elec-
tronic, and it is unlikely that evolutionary pressures would favor a visual brain with
the ability to adjust itself to the highly non-biological stimulation provided by cur-
rent prostheses. Second, a substantial rewiring of the distinct projections of different
RGC types into the brain after prosthesis implantation is highly unlikely in adults,
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and existing studies suggest that visual perception with prostheses changes little with
experience [19].

Assuming that a retinal implant must reproduce the neural code at cellular and
cell-type resolution in order to provide high-fidelity artificial vision, what are the
specific scientific and engineering requirements? From an engineering point of view,
we require the ability to control the spiking activity of each cell and cell type inde-
pendently. From a scientific point of view, we must understand the natural pattern
of activation of RGCs for a given image in order to reproduce it faithfully. Several
decades of basic neuroscience research have accumulated a great deal of knowl-
edge about the pattern of activation of RGCs; indeed, the retina is one of the best
understood parts of the nervous system. Thus, at the moment, the limiting factor is
engineering a device capable of cellular and cell type resolution over a large area of
the retina.

24.3 Neurophysiology and Electrical Stimulation
of Neurons

To understand how such a device might work and the state of the art, we will describe
extracellular recording and stimulation of neural activity. Information in most neu-
rons (including RGCs) is encoded in spikes, which are brief electrical impulses, i.e.
perturbations in the voltage across the cell membrane. Because spikes are stereo-
typed all-or-none signals, information is conveyed only by the temporal pattern of
spikes, not by the spike shape.

Understanding how spikes are generated in the cell sets the context for thinking
about how electrical recording and stimulation can be used to monitor and control
neural activity. The cell’s membrane potential is controlled by a wide variety of ion
channels, proteins that control the flow of ions [predominantly sodium (Na+) and
potassium (K+)] across the cell membrane by opening and closing in response to
voltage changes and binding of neurotransmitters [20]. Under resting conditions,
the cell potential is ≈ −70 mV with respect to the extracellular medium, due to the
different ionic concentrations inside and outside of the cell that are maintained by
cellular pumps. If a signal from another neuron, or an external stimulus, depolar-
izes the cell above a certain threshold level (≈ −50 mV), then positive feedback
from voltage-gated channels will cause the neuron to generate a spike—a stereo-
typed depolarization to about +30 mV that lasts about 1 ms. During the spike, the
Na+ permeability initially increases rapidly, bringing in positive charge and further
increasing the membrane potential (positive feedback). Then, the slower K+ chan-
nels are activated, allowing positive charges to flow out of the cell, and returning the
intracellular potential to its resting state (negative feedback). Note that because ion
channels open in response to voltage changes, spikes can be generated artificially by
applying electric fields outside the cell. Furthermore, because these ionic currents are
large, the polarization during a spike can be monitored outside the cell by recording
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the extracellular potential using a microelectrode. The dispersive medium between
the cell and the microelectrode introduces a signal attenuation, so that, typical extra-
cellularly recorded spikes are ≈100 µV in amplitude, as opposed to the ≈100 mV
change in the membrane potential.

Thus, neurons are de facto electrical processing units: they signal information
with electrical impulses, and these impulses can be recorded and elicited by an
electrical device outside the cell. Hence, the electrical domain is a natural one for
the development of neural interfaces.

The way neurons produce spikes is crucial for identifying the origin of spikes
recorded extracellularly (spike sorting; [21–23]) and for achieving single-cell reso-
lution. The extracellularly-recorded spike waveform for any given cell is consistent
over time and reflects the distribution of ion channels on the cell and spatial rela-
tionship between the cell and the recording electrode. Thus, if an electrode records
spikes from two cells, their waveforms will typically be different, making it possible
to distinguish the signals from the two cells. If an array of electrodes is used, the
same cell can be recorded on multiple electrodes, increasing the spatial information
for spike sorting.

The way neurons produce spikes can also inform the design of electrical stimula-
tion for neural interfaces. An electrical model of RGCs can be used to simulate the
membrane potential as a response to an external stimulus [24]. This simulation can
inform the specifications on the stimulation pulse (i.e. duration and amplitude)—for
example, results in [25] present numerical and analytical models of strength-duration
curves for eliciting a spike.

In summary, interfacing with the nervous system in the electrical domain is a
natural choice, given that neurons communicate with electrical signals. In particular,
neurons encode information in spikes, which are comparatively easy to record and
elicit without manipulating the internals of the cell.

24.4 First-Generation Epiretinal Prostheses

The first generation of retinal prostheses used electrical stimulation to elicit neural
activity and artificial vision in blind human patients [10]. This technology develop-
ment produced striking advances and an exciting proof of concept, but also fell short
of the goal of restoring high-quality vision. Here, we focus on epiretinal devices,
which are implanted on the surface of the retina to directly stimulate RGCs (see [10,
26–30] for a more complete review). The Argus devices developed by Second Sight
constituted the first and largest commercial effort. Argus I was a first-generation
prototype approved for a clinical trial aimed at establishing safety. Positive results
of this trial on 6 patients motivated the development of Argus II, the only epiretinal
device approved (in 2013) by the U.S. Food and Drug Administration (FDA) for
clinical use. Argus II was initially implanted on 30 patients between 2007 and 2009,
and in more than 150 additional patients since FDA approval [31]. However, in 2019,
Second Sight stopped selling the device.
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First-generation epiretinal prostheses provided a wealth of useful information.
Most notably, stimulation ofRGCs in profoundly blind patientswith retinal degenera-
tion elicits artificial visual perception (phosphenes). Phosphenes have been described
by patients as being large, elongated and irregular [32, 33]. Their brightness and size
were modulated with variations in the stimulation parameters (amplitude and fre-
quency) [34]. Stimulation thresholds for light perception were well below the safety
limits for electroporation [35, 36] and charge injection for most common electrode
materials [37–39]. Notably, stimulation thresholds were highly dependent on the
distance between the implant and the retinal surface, making obvious the need for
keeping the array in close proximity to the retina [40].

However, the current state of the art of epiretinal prostheses, including the Argus
II, can be summed up as such: no blind patient would trade their cane or guide dog
for one. The artificial vision achieved with these devices is coarse, irregular, and
difficult to relate to the objects in the visual scene [10]. A feature of first-generation
devices that may play a role in their limited function is the small number of channels
(e.g., 60 electrodes in Argus II), which is arguably insufficient to recreate a high-
resolution image. One way to gain intuition about the required number of channels is
to examine an image rendered with different numbers of pixels (Fig. 24.5; [41]). In
the example reported below, the content of the image becomes clear when using a few
thousand pixels. Because retinal neurons are not mere pixel detectors, the number of
channels in a retinal implant and the effective number of pixels in perception are not
directly comparable quantities. However, it seems clear that high-resolution visual
restoration will require more independent stimulating channels.

Another issue with existing epiretinal devices is that they simultaneously activate
many ganglion cell types due to the size of the stimulating electrodes (typically 50–
500 µm in diameter). As discussed above, different cell types encode very different
types of information, and failing to respect this specificity will likely lead to poor
visual restoration. Increasing the spatial resolution of electrodes will also help with
another problem faced by epiretinal devices: activation of unwanted axon bundles,
which reside between the target ganglion cells and themicroelectrode array and carry
spikes from distant RGCs to the brain (Fig. 24.6). Activating axon bundles is almost

Fig. 24.5 Image of a stapler rendered with different numbers of pixels (from [41], © Elsevier 2015)
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Fig. 24.6 Primate retinal ganglion cells, axon bundles, and overlying electrode array [13]

certain to degrade the image, because the originating cells and thus the location and
nature of the visual signal they convey are varied and unknown. High-density arrays
of small electrodes can increase the probability of being able to stimulate neurons
without also activating axon bundles [13].

Axon activation can also be avoided by subretinal prostheses, which activate
retinal interneurons rather than RGCs ([42, 43]; see [10]). These devices can be
relatively simple and modular and show greater promise for vision restoration in the
near future. However, the technical advantages of axon avoidance and interfacing to
neurons at an earlier level of retinal processing are accompanied by severe limitations:
limited scientific information about the neural code of the interneuron cell types, and
the inability to record and precisely control their activity—both limitations arising
because retinal interneurons are among the few cell groups in the central nervous
system that signal with graded voltages rather than spikes. Hence, subretinal implants
have little promise for accurately reproducing the neural code of the retina with
cellular and cell-type resolution, and no path for extension to brain interfaces, and
will not be discussed further.

In summary, first-generation prostheses demonstrate the possibility of vision
restoration, but lack the ability to stimulate many cells with cellular and cell-type
resolution. As a result, the neural code that is transmitted to the brain is severely
distorted, limiting sight restoration.

24.5 The Stanford Artificial Retina

To improve on the state of the art, we propose a novel architecture for retinal
implants—an artificial retina designed to adapt itself to the particular cells and cell
types in the host circuitry, in order to faithfully reproduce the naturalistic neural code.
Specifically, the device will have larger and denser electrode arrays to interface with
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many cells at their native spatial resolution, and the ability to record spikes in order
to calibrate the device to the underlying biological circuit. We make a distinction
between retinal prostheses of the past, and artificial retinas of the future, to highlight
that the goal of an artificial retina is to actually replace the natural function of the
neural circuitry of the retina.

Our approach is based on an extensive set of neurophysiological experiments in
isolated retina, which serve as a laboratory prototype for a future clinical device. This
work builds on a long history of experiments using various technologies and animal
models; here, we focus specifically on high-density large-scale electrical recording
and stimulation in the monkey retina, the most relevant animal model for human
vision. The results reveal that it is possible to reproduce the natural retinal signal
with high fidelity [13, 44–46]. In the experiments, electrical activity in the peripheral
macaque retina is recorded on a 512-electrode array with 30–60 µm pitch, and spike
sorting is performed to identify distinct RGCs [47, 48]. To distinguish different cell
types, the spatial and temporal light response properties of each cell are measured
by correlating the images focused on the retina with the spiking activity of the cell,
yielding functionally distinct clusters of cells [47, 48]. The accuracy of this cell type
classification is confirmed by the fact that the spatial sensitivity profiles, or receptive
fields, of each cell type form a mosaic covering the region of retina recorded [48–50]
(Fig. 24.7). Electrical stimulation is then calibrated by passing varying amounts of
current through each electrode on the array, while recording the elicited activity,
exploiting the fact that the spike waveforms of different cells have already been
learned during recording [13, 44–46]. Finally, electrical stimulation is tailored to the
recorded cells and cell types in a manner that most accurately reproduces the natural

Fig. 24.7 Mosaics of receptive fields of the four major primate RGC types, obtained in a single
multi-electrode recording from an isolated retina. The different RGC types overlap, but here, have
been displaced for visibility (adapted from [53], © Cell Press 2019)
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retinal activity (Fig. 24.8; [13, 44]). Spatial patterns of electrical stimulation through
multiple electrodes simultaneously can also be used to fine-tune the activation of
RGCs [51, 52].

The experimental approach described above informs the design of the future
clinical device, and serves as a rapid prototyping platform for circuit-algorithm co-
design and optimization. The proposed device [54] will operate bi-directionally, in
three modes: cell calibration (recording only), dictionary calibration (stimulating
and recording), and runtime (stimulating only) (Fig. 24.9). During cell calibration,
the interface identifies the cells and cell types in close proximity to the electrode array,
by recording spontaneous neural activity and sorting spikes from different RGCs.
During dictionary calibration, the device determines how the different electrodes
activate these cells, by recording and stimulating simultaneously. During runtime,

Fig. 24.8 Spatiotemporal visual and electrical activation of a local population of retinal ganglion
cells. Left: A moving bar light stimulus is shown while recording from a population of six RGCs,
with receptive fields indicated by ellipses, to determine the natural visual signal. Right: For each
numbered cell, times are indicated for: spikes recorded during the moving bar light stimulus (black
dots), applied current pulses during electrical stimulation (black triangles), and spikes evoked by
electrical stimulation (grey dots). The alignment indicates that natural responses to light can be
replicated by electrical stimulation with sub-millisecond temporal precision (from [44], © Cell
Press 2014)

Fig. 24.9 System-level diagram of the proposed bi-directional neural interface with three operating
modes
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the interface stimulates the available cells to best approximate the correct neural
signal based on the visual image captured by a camera. To produce meaningful
visual signals (Fig. 24.5), the electrode array will have >104 channels, covering a
relatively small part of the visual field, but one that is sufficient for useful vision. To
interface at a resolution that roughly matches the neural circuitry, the electrode pitch
will be ~30 µm or less. To faithfully encode a wide variety of visual images, the IC
will have the ability to record and stimulate every channel independently.

24.5.1 Cell Calibration

Cell calibration (Fig. 24.10a) involves recording spontaneous activity to characterize
the location and cell type of RGCs near the microelectrode array. Spikes generated
by neurons are recorded by the interface and digitally processed to distinguish the
spikes originating in different cells (spike sorting), requiring substantial computation
to make sense of the large amount of data captured at the interface. We then leverage
the fact that cell type classification can be performed solely based on electrical
features of neurons [55].A critical feature for this classification is the electrical image
(EI) [47], which is the average spatiotemporal voltage waveform produced by the
spike on the electrode array, a unique signature for each recorded cell (Fig. 24.11a).
Another feature that helps distinguish different types of RGCs is the autocorrelation
function of their spike trains (Fig. 24.11b). Typically, a neural network is trained to
perform cell classification using these features (classification). Finally, the receptive
field of each cell can be inferred from the EI, and its normal light response properties
inferred from existing data.
Challenges: Although electrical features of RGCs can be very useful in classifica-
tion, it is uncertain how completely classification can be accomplished, particularly
given the variability between retinas, and the potential effect of retinal degeneration
on the electrical properties of cells. Current work focuses on the use of very large
data sets to improve classification. Also, to perform classification, the interface must
record frommany or all channels simultaneously in order to track the spatiotemporal
evolution of spikes, resulting in data rates that are prohibitive in terms of energy
and transmission bandwidth: e.g., 10,000 channels with 10-bit resolution at 20,000
samples per second generate 2 Gbps of recorded data. Without a radical change
in the way neural interfaces are designed, the power dissipation during calibration
will exceed the target for clinically viable devices by more than an order of mag-
nitude. Fortunately, the signal of interest requires much less bandwidth, because a
collection of neurons on the electrode array produce temporally and spatially sparse
signals—thus, a continuous voltage recording on all channels is not needed. Such an
observation about the statistics of neural spiking provides an opportunity to design
a very efficient neural interface. This data explosion problem relates to most BMI
applications and researchers have investigated a wide range of options to address
it, such as on-chip spike sorting [56], on-chip compression [57–59], compressive
sensing [60], and active analog multiplexing [61–63].



24 Artificial Retina: A Future Cellular-Resolution … 455

st
im

ul
at

e
&

re
co

rd

N
O

ra
w

 d
at

a 
ax

on
 b

un
dl

e
ac

tiv
at

io
n?

 
ar

tif
ac

t
re

m
ov

al
 

re
co

rd
 

sp
on

ta
ne

ou
s 

ne
ur

al
 a

ct
iv

ity

ce
lls

sp
ik

es
EI

s
ra

w
 d

at
a 

sp
ik

e 
so

rt
 

ce
ll

ce
lls

P
(re

sp
on

se
)

di
ct

io
na

ry
as

se
m

bl
y 

re
sp

on
se

 ID
 

Y
ES

im
ag

e
ac

qu
is

iti
on

fo
ca

l i
m

ag
e 

im
ag

e 
di

ct
io

na
ry

ap
pr

ox
im

at
io

n

st
im

ul
at

io
n

(a
)

(b
)

(c
)

ey
e 

po
si

tio
n

tr
ac

ki
ng

 

st
im

ul
at

io
n

co
nt

ro
ls

ev
ok

ed
re

sp
on

se
 

cell
calibration

dictionary
calibration runtime

re
qu

ire
d 

co
m

po
ne

nt
s

 re
co

rd
in

g 
in

te
rf

ac
e

 ra
w

 d
at

a 
tr

an
sm

itt
er

 s
pi

ke
 s

or
tin

g 
pr

oc
es

so
r

 c
el

l I
D

 p
ro

ce
ss

or

re
qu

ire
d 

co
m

po
ne

nt
s

 re
co

rd
in

g 
in

te
rf

ac
e

 ra
w

 d
at

a 
tr

an
sm

itt
er

 s
tim

ul
at

in
g 

in
te

rf
ac

e
 re

sp
on

se
 ID

 p
ro

ce
ss

or
 d

ic
tio

na
ry

 m
em

or
y

re
qu

ire
d 

C
om

po
ne

nt
s

 s
tim

ul
at

in
g 

in
te

rf
ac

e
 d

ic
tio

na
ry

 m
em

or
y

 im
ag

e 
se

ns
or

 e
ye

 tr
ac

ke
r

 re
al

-t
im

e 
im

ag
e 

pr
oc

es
so

r
 re

al
-t

im
e 

di
ct

io
na

ry
 p

ro
ce

ss
or

 c
on

tr
ol

 tr
an

sm
itt

er

di
ct

io
na

ry

ev
ok

ed
 re

tin
al

 a
ct

iv
ity

ce
ll

ty
pe

s 

F
ig
.2
4.
10

B
lo
ck

di
ag
ra
m
of

ea
ch

m
od
e
of

op
er
at
io
n
fo
rt
he

pr
op
os
ed

in
te
rf
ac
e:
a
ce
ll
ca
lib

ra
tio

n,
b
di
ct
io
na
ry

ca
lib

ra
tio

n,
an
d
c
ru
nt
im

e.
R
eq
ui
re
d
co
m
po
ne
nt
s

fo
re

ac
h
m
od
e
of

op
er
at
io
n
ar
e
sh
ow

n
on

th
e
le
ft



456 D. G. Muratore and E. J. Chichilnisky

Fig. 24.11 Electrical features of neurons to be used for cell-type classification in blind retina.
a Electrical image (EI) for an ON parasol and an ON midget cell from a primate retina. Each circle
represents an electrode in the array, with radius indicating the average amplitude of the recorded
spike, and color indicating its arrival time. Parasol EIs are usually larger and exhibit faster spike
propagation than midget EIs. b Autocorrelation function of the spike train for a population of ON
parasol cells and a population of OFF parasol cells in the primate retina

The electrical recording approach we propose performs lossy compression in the
mixed-signal domain (i.e. before full digitization), exploiting two principles [64].
First, spikes are sparse in space and time, therefore we need only record spikes,
and not voltage samples between spikes. Second, it is necessary only to identify
and distinguish the spikes produced by different cells, therefore, spike waveforms
need not be perfectly recorded. A scheme that exploits these facts is one in which
the digitized voltage on a given electrode is retained only if it is different from the
values on other electrodes. This can be accomplished efficiently with a ramp analog-
to-digital converter (ADC) coupled with a wired-OR readout and a unique-signal
decoder. During each sample, the ramp ADC indicates the input voltage with a brief
pulse at a discrete time step proportional to the quantized voltage (the number of
distinct time steps sets the ADC resolution and the ramp voltage range sets the ADC
full-scale range). This is achieved by comparing the input signal to a rampvoltage that
steps through the entire input range (Fig. 24.12a). The time of the pulse is captured
using a counter that keeps track of the ramp steps. This is an efficient algorithm for
digitizing many channels in an array because the ramp and the counter can be shared
between all channels. Then, instead of reading the output pulses from each channel
individually, channels are combined with an OR logic, across the rows and across
the columns (Fig. 24.12b), to achieve the desired compression. Consequently, if only
a single channel produces a pulse at a given time step (i.e., it is the only channel
with a quantized voltage corresponding to the time step), then the channel location
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is indicated by a uniquely decoded row and column (pulse at t = 1 in Fig. 24.12c).
On the other hand, if multiple pulses from different channels occur at the same time
step (i.e., the quantized voltages on many channels are equal) multiple rows and/or
columns are activated, and no uniquely decoded channel is indicated (pulse at t = 5
in Fig. 24.12c). Only the uniquely decoded samples are stored, leading to substantial
compression (output in Fig. 24.12c).

Direct measurements from large collections of RGCs indicate that this com-
pression approach is effective for reconstructing real neural spikes. The probabil-
ity distribution of the input signal reveals that spikes primarily inhabit the tails
(Fig. 24.13a), which implies that voltages associated with spikes tend to be unique.
Consequently, spike samples are typically retained while other samples are typically
discarded (Fig. 24.13b). The result is an accurate reconstruction of spike waveforms
(Fig. 24.13c) accompanied by substantial compression (~40x). Most importantly,
these approximately reconstructed waveforms are sufficient to distinguish spikes

Fig. 24.13 Neural signal characteristics and compressive readout results. a Probability mass func-
tion of 100,000 samples from512-electrode recording, after offset removal.bProbability of channels
having the same digitized voltage for spike and baseline samples—here, baseline samples refer to
samples that are within±4σn (standard deviation of noise in the recording channel) and spike sam-
ples refer to samples outside the ±4σn band. Results from data recorded in isolated primate retina.
c, d Example of a reconstructed spike (c) and a reconstructed OFF parasol mosaic (d) in the primate
retina using the described readout strategy
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from different cells, allowing recordings from nearly complete collections of neurons
(~95%; Fig. 24.13d and [64]).

24.5.2 Dictionary Calibration

Dictionary calibration involves learning how current passed through the stimulating
electrodes activates RGCs (Fig. 24.10b). The dictionary consists of elements that
indicate the probability of generating a spike in each of the recorded RGCs, given
a particular set of stimulating electrode(s) and current(s) [65]. Typically, for each
dictionary entry, one or a few electrodes are used and a small number of cells are
activated (but more complex dictionary entries are also possible). The generation of
this dictionary is critical to obtain single-cell resolution. For each possible electrode
and current level on that electrode, stimulation is applied, and the neural response
is recorded on the entire array. The evoked response is compared against all the
recorded EIs to identify which cell(s), if any, were activated (response ID). This step
is performed repeatedly to estimate the probability of response of each RGC. The
combined information about electrical stimulation and cellular activation probability
constitutes one element in the dictionary.Note that dictionary elementswhich include
axon bundle activation are typically not used (see Sect. 24.4 and [13]).
Challenges: A serious technical challenge for the above calibration is removing
the stimulation artifact resulted from injecting a current into the high electrode
impedance. Stimulation artifacts are large recorded waveforms that can obscure the
neural response of interest, and are thus a severe problem for bi-directional neural
interfaces. Typically, a combination of front-end mitigation techniques and back-end
cancellation methods have to be implemented to overcome this issue [66]. Another
challenge is the size of the dictionary: it is impractical to characterize the responses
of all cells to all possible patterns of stimulation through a large electrode array.
Approaches to this problem currently being explored include adaptive methods for
developing models of electrically-evoked response [67], the use of prior information
obtained from recording to predict the results of stimulation [67], and modeling
interactions between electrodes in producing electrical stimulation [52].

24.5.3 Runtime

Runtime operation involves stimulating the available cells based on the incoming
image, using the dictionary calibration (Fig. 24.10c). An external camera captures
the visual scene, and the eye position is used to extract a focal image, i.e. the region
of visual space that the interface should be encoding. Given the focal image, the
goal is to optimize the stimulation pattern in real time such that the elicited cell
responses lead to a faithful perception of the focal image (dictionary approximation).
An obvious approach is to approximately mimic the normal RGC responses that
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would be produced by the focal image, using existing understanding of natural image
coding by the various RGC types, and the available dictionaryelements. A different
approach is to assume a model for how the brain interprets the visual information
transmitted by the retina, and tune the evokedRGC responses accordingly to optimize
perception. These two approaches have benefits and drawbacks that depend on both
the richness of the dictionary and the degree of our understanding of how the brain
interprets visual signals. In either case, the calibrated dictionary is leveraged to
efficiently determine the desired electrical activation of RGCs.
Challenges: In general, a large collection of RGCs must be activated to produce use-
ful vision. This usually requires passing current through many electrodes. However,
as described above, a dictionary that specifies RGC responses to all possible patterns
of current through many electrodes would be prohibitively large to create and store
on an implantable chip. To avoid this problem, temporal dithering of simpler (e.g.
single-electrode) stimulation patterns has been proposed [65], with stimulation pat-
terns from the dictionary interleaved at sub-millisecond time resolution—faster than
the integration time of the brain. Results from ex vivo experiments show that greedily
selecting the stimulation sequence from a simple dictionary to most rapidly reduce
the expected error between the target image and a linear image reconstruction from
the neural responses (as a surrogate for perception) leads to an efficient encoding of
the image. However, future algorithms could improve upon the strong assumptions of
this approach—such as integration times, independence of dictionary elements, lin-
earity of perception, measures of perceptual error, the role of eye movements—while
allowing for efficient runtime implementation in portable hardware.

24.5.4 System Architecture

To accomplish the above goals, we envision a system with a minimalist device
implanted at the back of the eye that maximizes the number of channels within the
tight power budget, while the more complex system components are implemented
elsewhere (Fig. 24.14). The interface communicates wirelessly with a relay on the
outside of the eye, which in turn communicates with a digital signal processing (DSP)
chip outside the body. Finally, a camera and an eye tracker provide the desired image
to the DSP. In this system, the data for calibration can be sent out to be processed by
experts in the clinic, while the patient keeps using the device. During runtime oper-
ation, the DSP processes the data from the camera and the eye sensor and transmits
the stimulation control signals appropriate for the focal image to the interface, via
the relay.
Challenges: Novel circuits and systems are required to implement the bi-directional
neural interface, the data-power relay, and the runtime DSP chip. The interface needs
to maximize the number of channels, while maintaining low power, data bandwidth,
and area for implantation. The implanted relay chip will optimize the wireless power
and data link for efficiency, helping to overcome the difficulties introduced by eye
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Fig. 24.14 Conceptual sketch of the Stanford Artificial Retina

movements and the different wireless communication environments inside and out-
side the eye.While the DSP chipwill not be implanted and thus will havemore power
available, it will also have to implement compute-intensive algorithms that operate
in real time with short latencies. Finally, other system challenges need to be faced,
such as high precision eye movement tracking, encapsulation of active devices for
long term implantation, CMOS-MEA integration, and surgical procedures. All these
challenges will promote innovation in IC design and system integration.

24.6 Conclusion

Future retinal implants for restoring vision will need to achieve cell and cell-type
resolution over a large area of the central retina to overcome the limitations of current
devices. To do so requires novel circuits and systems coupled to bi-directional neural
interfaces that interact efficiently with the neural circuitry via large and dense elec-
trode arrays. The retina is an ideal target for pioneering this kind of high-fidelity, adap-
tive neuroengineering, as it is relatively accessible andwell-understood. The Stanford
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Artificial Retina is the first attempt at such an architecture, exploiting data-driven
algorithm-circuit co-design for high-fidelity artificial vision.

In addition to treating incurable blindness, such a device may open other doors
as well. Once the device is developed and able to interface specifically and con-
figurably to many distinct RGC types, various scientific, medical, and commercial
applications become possible. Scientifically, one may be able to modify the neural
code of the retina in diverse ways to test how subtle and targeted alterations of the
natural visual signal, such as changes in spike timing or cell type signaling diversity,
influence visual acuity in experimental animals, and perhaps in humans that have
already been implanted. Medically, it may be possible to encode visual scenes in
abstracted or augmented ways in order to provide an artificial visual signal that is of
even greater utility to the patient. Commercially, diverse applications of augmented
artificial vision may also become possible, if implantation of the retina becomes safe
and routine.

These technology developments may also have important implications for a wide
range of BMIs. Many neural circuits in the brain share the essential architecture
of the retinal circuitry: many cell types, intermixed, transmitting distinct signals to
distinct targets for distinct functions. Thus, as our understanding of other areas of
the nervous system increases, interfaces capable of reproducing the natural pattern
of activation of neurons of different types may provide much higher performance in
a range of BMI applications. The circuits and systems we propose for the artificial
retina may be adaptable to future high-fidelity interfaces to the brain.
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